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1 Introduction and Motivation

The theory of information-based computational complexity of the solution of
initial-value problems for ordinary differential equations is not well-regarded
by many of the practitioners of scientific computing, because its main results
(adaption is no better than nonadaption, and the cost to solve a problem to
accuracy ε is exponential in ln ε) contradict their experience. This has not gone
unnoticed by the complexity theorists. Indeed, in [12] we find the following
passage: “This result (adaption is no better than nonadaption) has not been
enthusiastically accepted by many practitioners of scientific computation”. Thus
the view of the whole field of computational complexity of the solution of IVP
for ODE is coloured by the negative perception of some of its results. I hope to
change that view with this paper, by changing the theory.

In this paper, in apparent contradiction to the standard theory, I prove that
adaption is better than non-adaption, and that there are algorithms of cost
polynomial in the number of digits of accuracy requested, for the solution of
IVP for ODE. Although I use some new methods, derived from a new result on
equidistribution, the real reason these results are different from the standard
theory is that I have modified the hypotheses of the standard theory. The
standard theory of the computational complexity of the solution of IVP for
ODE, as for example presented in [12], is correct as it stands, working from the
standard hypotheses. However, it is my belief that the standard hypotheses,
while plausible, are not good models of what happens in practice.

The justification for this statement is that the views of the scientific comput-
ing practitioners are also correct as they stand: variable stepsize codes outper-
form uniform stepsize codes, in general, and moreover are efficient enough that
exponential cost (at least for ODE) cannot be a reasonable model. I believe
that the results of this paper give a better model.
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1.1 Hypotheses of this paper

We assume that we are trying to solve the initial value problem

ẏ = f(t,y) , y(0) = y0 , (1)

where y ∈ Rn, (using boldface to indicate a vector in what follows) on the finite
interval a ≤ t ≤ b. Infinite interval solutions can be handled by neglecting the
final (infinite) step. We assume that f is piecewise analytic. We also assume
that the solution y(t) exists and is unique. The standard theory assumes that f
is r-times differentiable only. In practice, singularities or derivative singularities
are isolated, and failing to take advantage of smoothness between singularities
is a significant restriction; indeed it is to this simple change in hypotheses that
most of the gains over the standard theory discussed below can be attributed.

As in the standard theory, we assume that we are trying to solve this problem
approximately, to an error ε. We distinguish (as the standard theory does)
forward error ‖y−ytrue‖ from residual error ‖δ(t)‖ where δ(t) = ẏ(t)−f(t,y(t)).
We use y(t) to denote the computed solution as continuously extended by an
appropriate interpolant.

We assume that the problem is nonstiff. This is a reasonable assumption
for the asymptotic limit ε → 0 for any problem (once the tolerance gets small
enough, the problem is not stiff anymore). Stiff problems can be handled by
this same approach, though, assuming that the adaption equidistributes local
error of a character that is damped by the stiffness of the problem; but we do
not pursue this here.

The usual approach in practice is to equidistribute ‘local error’, not residual
per se. Local error is neither fish nor fowl, requiring complicated arguments to
connect it to forward error or to residual (although the result of that complicated
argument is that in the asymptotic limit local error per step becomes equivalent
to residual). While it is perfectly possible to interpret the results of this paper
in terms of local error, we do not do so, because it is my belief that the utility
of local error—why it works in practice—is precisely because it is equivalent
to residual in the asymptotic limit. We therefore concentrate on the residual
directly, with an occasional mention of forward error.

For simplicity we restrict attention to one-step methods. We also assume
that the methods are of fixed order p, and this is needed in the results of the
next section. Note that the order of the residual error is the same as the order
of the forward error, by the Gröbner-Alexeev nonlinear variation of constants
formula, and that we do not have to worry about the p+1 effect of ‘local error’.

2 An elementary result on equidistribution

We begin by recapitulating an elementary discussion of a mathematical model of
adaptive stepsize control, taken from [1, 3]. This result is valid for fixed-order
methods. We assume henceforth that the residual error committed in a step
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from tn to tn+1 = tn + hn by a one-step method of order p can be measured as

δn = φp,nh
p
n , (2)

for some positive scalar function φ that depends on the method and on the
problem. This assumption is not entirely realistic; this is an asymptotic measure,
valid only for “small enough” hn, and as we are all aware, in practice we wish
to take hn as large as possible. We claim, however, that this assumption gives
us useful results in practice, and is asymptotically valid as ε→ 0.

We will also make a regularity assumption on the vector of local error coef-
ficients, later.

Similarly, if we denote the global error by εn, we could also assume that the
error committed in such a step can be measured as εn+1−εn = ψp,nh

p+1
n . We do

not discuss here the measurement of global error, except to say that it usually
involves an iterative solution process. We here concentrate on the residual.

For example, an estimate for the size of the residual after taking one step of
the explicit second-order Runge-Kutta method

0 0
c c 0

1− 1
2c

1
2c

(3)

applied to an autonomous equation is

δn =
∥∥∥∥(1− 1

c
)k1 +

1
c
k2 − f(yn+1)

∥∥∥∥ , (4)

for some suitable vector norm, say the max norm. Note that for this low order
method, an estimate for the residual is free for an accepted step, because the
extra function evaluation will be used to start the next step off (this is similar in
spirit to the common strategy known as FSAL, for First [step] Same As Last).
For higher-order RK methods, estimating the size of the residual made at any
one step is not free, but can be accomplished by a modest number of extra
function evaluations [5, 4]. Asymptotic evaluation of the formula above shows
that for small hn,

δn = φnh
2
n =

∥∥∥∥1
2

((c− 1)(f ′′f f)(y)− (f ′f ′f) (y))
∥∥∥∥hn

2 +O
(
hn

3
)
, (5)

where φn is given in terms of first and second derivatives (i.e. Jacobian matrices
and Hessian bilinear forms) of f .

Note that an asymptotically valid estimate of the residual of a pth order
Taylor series method is given (at no cost) by ‖ẏ(t−n+1)− f(tn+1,yn+1)‖, which
has an expansion φp,nh

p
n as desired. In this case φp,n involves the pth derivatives

of f .
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Hölder’s inequality and the optimal mesh

In this paper we assume that the cost of a one-step method is directly propor-
tional to the number of steps taken. This is a defensible model of the actual cost,
if we ignore memory hierarchy effects and the possibilities of parallel or vector
processing and simply count function evaluations as the dominant contributor
to the cost of solution, as is common. Therefore, we define an ‘optimal’ mesh
to be one that has the fewest possible steps to go from t = a to t = b while
maintaining the desired accuracy of solution. We will see, by using Hölder’s
inequality, that this optimal mesh is one where the maximum δn is minimized,
and has the equidistribution property: φnh

p
n =constant. In the paper [3] we find

an interpretation of this constant that seems to be new. Hence, we reproduce
some of the results of [3] here.

Definition 1: The r-norm of a vector Φ = [φ1, φ2, . . . , φN ] of positive reals is

‖Φ‖r :=

(
N∑

i=1

φr
i

)1/r

.

Definition 2: The Hölder r-mean of Φ is

Mr(Φ) :=

(
1
N

N∑
i=1

φr
i

)1/r

.

Regularity assumptions. We also make the following regularity assump-
tions on the vector ΦN = [φ1, φ2, . . . , φN ] (we usually suppress the depen-
dence of ΦN on N in what follows, but write it in this paragraph for clarity).
The first regularity assumption is that (given p) there exists an N0 such that
M−1/p(ΦN2) ≤ M−1/p(ΦN1) for N2 > N1 ≥ N0 (in fact, we take N0 = 1). In
words, we assume that the Hölder mean never increases; that is, that the local
error coefficients reveal all regions of interest for sufficiently fine meshes, and
that further refinement cannot hide such regions again. The second regularity
assumption is that ‖ΦN‖∞, the maximum local error coefficient, behaves the
same way: in effect, the ΦN for small N act as coarser upper bounds than they
are for larger N .

Notation. We will write 1/Φ for the vector [1/φ1, 1/φ2, . . . , 1/φN ], and simi-
larly Φhp for the vector [φ1h

p
1, φ2h

p
2, . . . , φNh

p
N ] when there is no possibility for

confusion.

Minimax Theorem: If k, N ∈ N, φi > 0 for 1 ≤ i ≤ N , and b− a > 0, then

max
{
φih

p
i :
∑

hi = b− a
}
≥ (b− a)p‖Φ‖−1/p = h

pM−1/p(Φ)

where h = (b− a)/N , with equality iff each φi h
p
i = M−1/p(Φ)h

p
.
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Proof Hölder’s inequality (see e.g. [9, p. 24]) gives

[M1(h)]p = M1/p(hp) ≤M 1
pα

(1/Φ)M 1
pβ

(Φhp)

if α+ β = 1, with equality iff (1/φi)
1/αis proportional to (φih

p
i )

1/β for all i (i.e.
as vectors). This equality condition can be written as φ1/α

i hp
i = λ (the same

constant for all i). λ depends on β and hence on α. We rewrite the inequality
using M−r(a) = [Mr(1/a)]−1 as

M 1
pβ

(Φhp) ≥ [M1(h)]p
[
M 1

pα
(1/Φ)

]−1

≥ h
pM− 1

pα
(Φ)

and if we now let β → 0+ so M 1
pβ

(Φhp) →M∞(Φhp) = max
1≤i≤N

φih
p
i , we get

max
1≤i≤N

φih
p
i ≥ h

pM−1/p(Φ)

with equality iff φih
p
i = h

pM−1/p(Φ) for all i. \.

Corollary 1. The solution of this minimax problem also provides the optimal
mesh. Consider the sequence M−1/p(ΦN )

(
b−a
N

)p
for N = 1, 2, . . .. By the reg-

ularity assumption on ΦN , the values of this sequence ultimately never increase
with N . The first one (once the mesh is fine enough to be regular) to have a
value less than or equal to ε gives the minimum number of steps to solve the
given problem.

Corollary 2. We have shown that an optimal mesh for a method of order p
will equidistribute the residual so that ε = φnh

p
n = h

pM−1/p(Φ). This means
that the mean stepsize and hence the number of steps taken in the course of
solution are known in terms of ε and an average of φ. This fact does not appear
to have been noticed before. Indeed, many books and papers exhibit awkward
circumlocutions about what is meant by saying that a variable stepsize method
“has order p”. From the above, we may make the following definition.

Definition (mean order of an adaptive method): A numerical method
that adapts a mesh for the solution of equation (1) has mean order p if the error
decreases like h

p
.

This definition improves over previous usage, where the maximum h instead
of the mean h seemed to be necessary, at least theoretically. Here, of course,
we see that the maximum h need not go to zero at all, provided the matching
φn does. Again, this seems not to have been noticed before. Practitioners have
often used the mean stepsize in experimental measurements of the performance
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of codes, however (W. H. Enright, private communcation), and thus the results
of this paper again help to bring theory into line with practice.

Finally, we remark that standard heuristics for step-size selection in IVP
software attempt to equidistribute the error (usually local error, not residual,
but this is possible to modify [4]). For an IVP with a unique solution, the
optimal mesh is unique for small enough ε, and the standard heuristics do a
creditable job in achieving it, although improvements are still possible [11]. For
BVP, the problem of computing an optimal mesh can be seen to be fully nonlin-
ear and, therefore, the cost of computing the mesh itself becomes a significant
factor, requiring separate analysis.

3 Main theorems

Theorem 1: Computing the solution on a mesh of fixed width steps, while
ensuring that the error is less than ε, costs at least as much as computing the
solution on an equidistributing mesh for error ε, and may cost dramatically
more (in theory, an unbounded amount more).

Proof The cost per step is the same on any mesh. Therefore we consider the
number of steps taken. To ensure that a fixed stepsize code has an error no
larger than ε on any one step, we must use not the Hölder mean of Φ above,
but its maximum value ‖ΦNf

‖∞. This gives hf = (ε/‖ΦNf
‖∞)1/p. The number

of steps taken by a fixed stepsize code is thus

Nf = (b− a)/hf = (b− a)‖ΦNf
‖1/p
∞ ε−1/p .

The number of steps on an equidistributing mesh is N = (b− a)/h and

h = ε1/p/
(
M−1/p(ΦN )

)1/p
. (6)

Therefore the number of steps needed by a method of order p to go from a to b
on this equidistributing mesh is

N = (b− a)
(
M−1/p(ΦN )

)1/p
ε−1/p , (7)

and, therefore, the ratio

Nf

N
=

‖ΦNf
‖1/p
∞(

M−1/p(ΦN )
)1/p

≥ 1 . (8)

The last inequality follows because assuming Nf < N to the contrary leads by
regularity to the contradiction ‖ΦNf

‖ ≥ ‖ΦN‖ and hence Nf ≥ N . Therefore,
the number of steps on an equidistributing mesh is never larger than the number
of uniform steps needed to ensure that the error is less than ε. More, the ratio
of the number of steps can be unbounded. \.
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Theorem 2: If the cost, measured in function evaluations, to take one step
with an order p method at precision ε is Cf [− ln ε]2pk, then the cost to solve to
error ε the IVP (1) on a mesh that equidistributes φnh

p
n is

Cfe
kk−k(b− a)

(
M−1/p(Φ)

)1/p [− ln ε]k+2 , (9)

subject to a reasonable assumption about Φ detailed in the proof below.

Proof: For fixed ε, the minimum of N · Cf [− ln ε]2pk, where N is given by
equation (7), occurs if p = −(ln ε)/k, by differentiation holding the mean(
M−1/p(Φ)

)1/p
constant, an artifice consonant with the assumption [1] that

this mean depends only weakly on the order of the method. Note that we can
simplify this mean to (

M−1/p(Φ)
)1/p = M−1(Φ1/p)

and that for many methods on many problems (e.g. ẏ = λy), we see that
the local error coefficients for the pth order method (which we denote by an
additional subscript p) can be compared with the local error coefficients for a 1st
order method (which we denote by an additional subscript 1): φp,n ∼ φp

1,n, and
thus the above quantity is always approximately M−1(Φ(1)) (using an obvious
notation for the vector of 1st order error coefficients). So this differentiation
is a good model of what happens in practice. However, note that however we
find p = −(ln ε)/k, choosing this order gives at least an upper bound on the
minimum cost, even if the dependence of Φ on p is not as weak as claimed. We
also ignore the effects of rounding this to an integer. Substitution of this in
equation (7) gives equation (9). \.

Remarks. The standard theory restricts attention to problems that are r-
times differentiable, and proves in that case that the cost is always exponential
in ln ε. The result above is substantially better, being polynomial in ln ε. To get
this improvement, we have implicitly used the fact that the problem is assumed
to be piecewise analytic, in that as ε→ 0 we have p→∞. Automatic location of
the breakpoints and the concomitant reduction to a sequence of purely analytic
problems (for example by event location using the polynomial interpolants if
the singularities are moveable) is assumed to be available at negligible cost.
We note the existence of practical methods (Taylor series methods, Hermite-
Obreschkoff methods [10], or extrapolation methods) of arbitrary order. The
cost to compute a solution to order p by Taylor series methods is O(p2) with a
straightforward implementation [2, 6, 7, 8], with the effect of the dimension of
the problem hidden in the constant of the O-symbol. In practice, ε is typically
larger than 10−6 ≈ e−14 and so − ln ε/k is less than about 7; moreover, the cost
curve is quite flat near the optimum, and so lowering the order by one or two will
make little difference. This is well within the range of practical Runge-Kutta
methods, for example.
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We also assume that the cost of performing arithmetic in [− ln ε] digits is
O([− ln ε]2), a reasonable assumption given that the naive algorithm for multi-
plication costs this much, and many algorithms have cost that depends directly
on the cost of multiplication.

Since we are assuming that the problem is nonstiff, we do not have to consider
the cost of the linear algebra at each step.

All these results hold for fixed-order methods; that is, the order p does not
vary during the course of the solution process, although it can be chosen arbi-
trarily beforehand. One expects that accounting for variable order during the
course of solution will also improve the complexity (as variable order methods
are known to perform better in practice); but analysis of the optimal mesh in
that case seems more difficult.

We are also assuming that our estimates of Φ are realistic, that our heuristics
are not fooled (this amounts to taking N0 = 1 in the regularity assumption).
This assumption usually holds in practice, but it can be proved that in general
this is impossible (with point methods, as opposed to interval methods). Con-
sider ẏ(t) = f(t), for example, where f(t) = 0 at all points that the method
samples, but smoothly positive in between sample points.

Other practical considerations that we are overlooking include the fact that
for many problems, it is not floating-point arithmetic costs that dominate but
rather memory access; whether or not the function can be evaluated in parallel,
locality of memory plays a large role in practical efficiency. We also ignore
the “small problem” dominant cost, namely fixed-cost overhead associated with
loading the routines, etc.

Finally, while we have worked with the residual above, all the theorems
and results go through immediately if global error ψnh

p+1
n or even local error

θnh
p+1
n are considered instead. Note that the measurement of ψn is typically

going to be much more expensive than the measurement of φn (which is free
or available at a cost of a fixed number of extra function evaluations), and
also that ψn will depend on the condition number of the problem. Indeed, one
might take the ratio ψn/φn as a “local condition number”, and we see that an
equidistributing mesh will produce a solution whose cost thus depends on the
average condition number, whilst a fixed mesh will produce a solution whose
cost depends on the maximum condition number. These results are entirely in
accord with experience.

4 Conclusions

The results of this paper improve on the results of the standard theory of
the information-based computational complexity of the solution of initial-value
problems for ordinary differential equations. The new results are that adap-
tion is better than non-adaption, according to how much smaller M(Φ) is than
‖Φ‖∞; and that the complexity of solving an IVP is polynomial in ln ε. The
improvements are so marked as to appear to contradict the standard theory,
which says that adaption is no better than non-adaption and that the minimal
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cost is exponential; but in reality all I have done here is work from different
hypotheses. It is my belief that the results of this present paper match more
closely the experience of practitioners. I thereby hope that this paper stimu-
lates more work in this area, because I believe that analyzing idealized models
of computational complexity can help us with practical codes.
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